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INTRODUCTION
Recently organizations have increasingly emphasized applications in which current and historical data are comprehensively analyzed and explored, identifying useful trends and creating summaries of the data, in order to support high-level decision making. Every organization keeps accumulating data coming from different functional units so that it can be analyzed (after integration) and important decisions can be made from the analytical results. Conceptually a data warehouse is extremely simple. As popularized by Inmon (Inmon, 1992) it is a "subject-oriented, integrated, time-invariant, non-updatable collection of data used to support management decision-making processes and business intelligence." A data warehouse is a repository into which are placed all data relevant to the management of an organization and from which emerge the information and knowledge needed to effectively manage the organization. This management can be done using data mining techniques, comparisons of historical data, and trend analysis. For such analysis, it is vital that (1) data should be accurate, complete, consistent, well defined, and time-stamped for informational purposes, and (2) data should follow business rules, and satisfy integrity constraints. Designing a data warehouse is a lengthy, time-consuming, and an iterative process. Due to the interactive nature of data warehouse application, having fast query response time is a critical performance goal. Therefore the physical design of a warehouse gets the lion part of research done in the data warehousing area. Several techniques have been developed to meet the performance requirement of such application, including materialized views, indexing technique, partitioning and parallel processing, etc. We next briefly outline the architecture of a data warehousing system.

BACKGROUND
The conceptual architecture of a data warehousing system is shown in Figure 1.  Data of a warehouse is extracted from operational databases (relational, object oriented, or relational-object) and external sources (legacy data, other files formats) that may be distributed, autonomous and heterogeneous. Before integrating this data into a warehouse, it should be cleaned to minimize errors and fill in missing information when possible and transformed to reconcile semantic conflicts that can be found in the various sources. The cleaned and transformed data is finally integrated into a warehouse. Since the sources are periodically updated, it is necessary to refresh the warehouse. This component is also responsible for managing the warehouse data, creating indices on data tables, partitioning data and updating meta-data. The warehouse data contains the detail data, summary data, consolidated data and/or multidimensional data. The data in typically accessed and analyzed using tools, including OLAP query engines, data mining algorithms, information, visualization tools, statistical packages, and report generators.

The meta-data is generally held in a separate repository. The meta-data contains the informational data about the creation, management, and usage of tools (such as analytical tools, report writers, spreadsheets and data mining tools) for analysis and informational purposes. Basically, the OLAP server interprets client queries (the client interacts with the front end tools and passes these queries to the OLAP server) and converts them into complex SQL queries required to access the warehouse data. It might also access the data warehouse. It serves as a bridge between the users of the warehouse and the data contained in it. The warehouse data is also accessed by the OLAP server to present the data in a multidimensional way to the front-end tools. Finally, the OLAP server passes the multidimensional views of data to the front-end tools, and these tools format the data according to the client's requirements.
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Figure 1: A data warehousing architecture

The warehouse data is typically modeled multi-dimensionally. The multidimensional data model has been proved to be the most suitable for OLAP applications. OLAP tools provide an environment for decision-making and business modeling activities by supporting ad-hoc queries. There are two ways to implement multidimensional data model: (1) by using the underlying relational architecture (star schemas, snowflake schemas) to project a pseudo-multidimensional model (example includes Informix Red Brick Warehouse) and (2) by using true multidimensional data structures such as, arrays) (example includes Hyperion Essbase OLAP Server (Hyperion)). The advantage of MOLAP architecture is that it provides a direct multidimensional view of the data whereas the ROLAP architecture is just a multidimensional interface to relational data. On the other hand, the ROLAP architecture has two major advantages: (i) it can be used and easily integrated into other existing relational database systems, and (ii) relational data can be stored more efficiently than multidimensional data.

Data warehousing query operations include standard SQL operations, such as selection, projection, and join. In addition, it supports various extensions to aggregate functions, for example, percentile functions (e.g. top 20 percentile of all products), rank functions (e.g. top 10 products), mean, mode, and median.  One of the important extensions to the existing query language is to support multiple ‘group by’ by defining roll-up, drill-down, and cube operators. Roll-up corresponds to doing further group-by on the same data object. Note that roll-up operator is order sensitive, that is, when it is defined in the extended SQL, the order of columns (attributes) matters. The function of drill-down operation is the opposite of roll-up.   

OLTP vs. OLAP

Relational database systems (RDBMS) are designed to record, retrieve and manage large amount of real-time transaction data, and to keep the organization running by supporting daily business transactions, e.g. update transactions. These systems are generally tuned for a large community of users and the user typically knows what is needed and generally accesses a small number of rows in a single transaction. Indeed relational database systems are suited for robust and efficient On-Line Transaction Processing (OLTP) on operational data. Such OLTP applications have driven the growth of the DBMS industry in the past three decades and will doubtless continue to be important. One of the main objectives of relational systems is to maximize transaction throughput and minimize concurrency conflicts. However, these systems generally have limited decision support functions, and do not extract all the necessary information required for faster, better and intelligent decision making for the growth of an organization. For example, it is hard for a RDBMS to answer the following query “ What are the supply patterns for product ‘ABC’ in New Delhi in 2003 and how they were different from year 2002”? It has, therefore, become important to support analytical processing capabilities in organizations for (1) the efficient management of organizations, (2) effective marketing strategies, and (3) efficient and intelligent decision-making. On-Line Analytical Processing (OLAP) tools are well suited for complex data analysis, such as multidimensional data analysis, and to assist in decision support activities which access data from a separate repository, called a data warehouse, that selects data from many operational legacy, and possibly heterogeneous data sources. The following table summarizes the differences between OLTP and OLAP.

Criteria
OLTP
OLAP

User
Clerk, IT Professional
Decision maker

Function
Day to day operations
Decision support

BD Design
Application-oriented
Subject-oriented

Data
Current
Historical, Consolidated

View
Detailed, flat relation
Summarized, multidimensional

Usage
Structured, Repetitive
Ad hoc

Unit of Work
Short, simple transaction
Complex query

Access
Read/Write
Append mostly

Records accessed
Tens
Millions

Users
Thousands
Tens

Size
MB-GB
GB-TB

Metric
Transaction throughput
Query throughput

Table 1: Comparison between OLTP and OLAP applications

MAIN THRUST
Decision-support systems demand speedy access to data, no matter how complex the query is. To satisfy this objective, many optimization techniques exist in the literature. Most of these techniques are inherited from traditional relational databases systems. Among them are materialized views (Bellatreche et al., 2000, Mohania et al., 2000, Jixue et al., 2003, Sanjay et al. 2000, Sanjay et al., 2001), indexing methods (Chaudhuri et al., 1999, Jügens et al., 2001, Stockinger et al., 2002), data partitioning (Bellatreche et al., 2004, Bellatreche et al., 2000, Bellatreche et al., 2002, Gopalkrishnan et al., Oracle, 2000, Sanjay et al., 2004, Kalnis et al., 2002), and parallel processing (Datta et al., 1998). 

Materialized Views

Materialized views are used to pre-compute and store aggregated data such as sum of sales. They can also be used to pre-compute joins with or without aggregations. So materialized views are used to reduce the overhead associated with expensive joins or aggregations for a large or an important class of queries. Two major problems related to materializing the views are: (1) the view maintenance problem, and (2) the view selection problem. Data in the warehouse can be seen as materialized views generated from the underlying multiple data sources. Materialized views are used to speed up query processing on large amounts of data. These views need to be maintained in response to updates in the source data.  This is often done using incremental techniques that access data from underlying sources. In a data warehousing scenario, accessing base relations can be difficult; sometimes data sources may be unavailable, since these relations are distributed across different sources.  For these reasons, the issue of self-maintainability of the view is an important issue in data warehousing. The warehouse views can be made self-maintainable by materializing some additional information, called auxiliary relations, derived from the intermediate results of the view computation. There are several algorithms, such as counting algorithm, exact change algorithm, proposed in the literature for maintaining materialized views. 

To answer the queries efficiently, a set of views that are “closely-related” to the queries is materialized at the data warehouse. Note that not all possible views are materialized, as we are constrained by some resource like disk space, computation time, or maintenance cost. Hence, we need to select an appropriate set of views to materialize under some resource constraint. The view selection problem (VSP) consists in selecting a set of materialized views that satisfies the query response time under some resource constraint. All studies showed that this problem is a NP-hard. Most of proposed algorithms for the VSP are static. This is because each algorithm starts with a set of frequently asked queries (a priori known), and then select a set of materialized views that minimizes the query response time and under some constraint. The selected materialized views will be a benefit only for a query belonging to the set of a-priori known queries. This disadvantage of this kind of algorithms is that it contradicts the dynamic nature of decision support analysis. Especially for ad-hoc queries where the expert user is looking for interesting trends in the data repository, the query pattern is difficult to predict. 

Indexing techniques

Indexing has been the foundation of performance tuning for databases for many years. It creates access structures that provide faster access to the base data relevant to the restriction criteria of queries. The size of the index structure should be manageable so that benefits can be accrued by traversing such a structure. The traditional indexing strategies used in database systems do not work well in data warehousing environments. Most OLTP transactions typically access a small number of rows; most OLTP queries are point queries. B-trees, which are used in most common relational database systems, are geared towards such point queries. They are well suited for accessing a small number of rows. An OLAP query typically accesses a large number of records for summarizing information. For example, an OLTP transaction would typically query for a customer who booked a flight on TWA1234 on say April 25th; on the other hand an OLAP query would be more like “Give me the number of customers who booked flight on TWA1234 in say one month” The second query would access more records and they are of type of range queries. B-tree indexing scheme is not suited to answer OLAP queries efficiently. An index can be single-column or multi-columns of a table (or a view). An index can be either clustered or non-clustered. An index can be defined on one table (or view) or many table using a join index. In data warehouse context, when we talk about index, we refer to two different things: (1) indexing techniques and (2) the index selection problem. A number of indexing strategies have been suggested for data warehouses: Value-List Index, Projection Index, Bitmap Index, Bit-sliced Index, Data Index, Join Index, and Star Join Index.

Data Partitioning & Parallel Processing

The data partitioning process decomposes large tables (fact tables, materialized views, indexes) into multiple small (relatively) tables by applying the selection operators. Consequently, the partitioning offers significant improvements in availability, administration and table scan performance Oracle9i. 

Two types of partitioning are possible to decompose a table: vertically and horizontally. In the vertical fragmentation, each partition consists of a set of columns of the original table. In the horizontal fragmentation, each partition consists of a set of rows of the original table. Two versions of horizontal fragmentation available: primary horizontal fragmentation and derived horizontal fragmentation. The Primary HP of a relation is performed using predicates that are defined on that table. On the other hand, the derived partitioning of a table results from predicates defined on another relation. In a context of ROLAP, the data partitioning is applied as follows (Bellatreche et al., 2002): it starts by fragmenting dimension tables, and then by using the derived horizontal partitioning it decomposes the fact table into several fact fragments. Moreover, by partitioning data of ROLAP schema (star schema or snow flake schema) among a set of processors, OLAP queries can be executed in a parallel, potentially achieving a linear speed up and thus significantly improving query response time (Datta et al., 1998). Therefore the data partitioning and the parallel processing are two complementary techniques to achieve the reduction of query processing cost in data warehousing environments. 

FUTURE TRENDS
        It has been seen that many enterprises are moving towards building the Operational Data Store (ODS)  solutions for real-time business analysis. The ODS gets data from one or more Enterprise Resource Planning (ERP) systems and keeps the most recent version of information for analysis rather than the history of data. Since the Client Relationship Management (CRM) offerings have evolved, there is a need for active integration of CRM with the ODS for real-time consulting and marketing. That is, how to integrate ODS with CRM via messaging system for real-time business analysis. 

Another trend that has been seen recently, many enterprises are moving from data warehousing solutions to information integration (II). II refers to a category of middleware that lets applications access data as though it were in a single database, whether or not it is. It enables the integration of data and content sources to provide real-time read and write access, to transform data for business analysis and data warehousing, and to data placement for performance, currency and availability. That is, we envisage that there will more focus on integrating the data and contents, rather only integrating structured data as done in the data warehousing. 

CONCLUSION

The data warehousing design is quite different from those of transactional database systems, commonly referred as On-line Transaction Processing (OLTP) systems. A data warehouse tends to be extremely large and the information in a warehouse is usually analyzed in a multidimensional way. The main objective of a data warehousing design is to facilitate the efficient query processing and maintenance of materialized views. For achieving this objective, it is important that the relevant data is materialized in the warehouse. Therefore, the problems of selecting materialized views and maintaining them are very important, and have been addressed in this article. To further reduce the query processing cost, the data can be partitioned. That is, partitioning helps in reducing the irrelevant data access and eliminates costly joins. Further, partitioning at a finer granularity can increase the data access and processing cost. The third problem is index selection. We found that judicious index selection does reduce the cost of query processing, but also showed that indices on materialized views improve the performance of queries even more. Since indices and materialize views compete for the same resource (storage), we found that it is possible to apply heuristics to distribute the storage space among materialized views and indices so as to efficiently execute queries and maintain materialized views and indexes.

It has been seen that the enterprises are moving towards building the data warehousing and operational data store solutions.

REFERENCES

Bellatreche, L., Schneider, M., Lorinquer, H. and Mohania, M. (2004).  Bringing together partitioning, materialized views and indexes to optimize performance of relational data warehouses,  Proceedings of the International Conference on  Data Warehousing and Knowledge Discovery (DAWAK), 15-25.

Bellatreche, L., Karlapalem, K., Mohania, M. and M. Schneider (2000). What can partitioning do for your data warehouses and data marts?, in proceedings of International Database Engineering and Applications Symposium (IDEAS), 437-446.

Bellatreche, L., Schneider, M., Mohania, M. and Bhargava, B. (2002). PartJoin: an efficient storage and query execution for data warehouses, Proceedings of the International Conference on  Data Warehousing and Knowledge Discovery (DAWAK), 296-306.

Bellatreche, L., Karlapalem, K. and Schneider, M. (2000). On efficient storage space distribution among materialized views and indices in data warehousing environments. Proceedings of the International Conference on Information and Knowledge Management (ACM CIKM), 397-404.

Chaudhuri, S.  and Narasayya, V. (1999).  Index merging, Proceedings of the International Conference on Data Engineering (ICDE), 296 - 303.

Datta, A., Moon, B. and Thomas, H. M. (2000). A case for parallelism in data warehousing and olap, DEXA Workshop, 226-231.

Gopalkrishnan, V., Li, Q. and Karlapalem, K.  (2000). Efficient query processing with associated horizontal class partitioning in an object relational data warehousing environment. Proceedings of International Workshop on Design and Management of Data Warehouses, 1-9.

Hyperion. Hyperion Essbase OLAP Server. http://www.hyperion.com/
Inmon, W. H. (1992). Building the data warehouse. Johon Wiley.

Jixue Liu, Millist W. Vincent, Mukesh K. Mohania (2003). Maintaining views in object-relational databases. Knowledge and Information Systems, 5(1), 50-82.

Jürgens, M., Lenz, H. (2001).  Tree based indexes versus bitmap indexes: a performance study. International Journal of Cooperative Information Systems (IJCIS), 10(3), 355-379.

Mohania, M., Kambayashi,  Y. (2000). Making Aggregate Views Self-maintainable. Data & Knowledge Engineering, 32(1), 87-109.

Kalnis, P., Ng, W. S.,  Beng Chin Ooi, B. C.,  Papadias, D. and Tan, K. L. (2002). An adaptive peer-to-peer network for distributed caching of OLAP results. Proceedings International Conference on Management of Data (ACM SIGMOD), 25-36.

Oracle Corp. Oracle9i( enterprise edition partitioning option (2004). http://otn.oracle.com/products/oracle9i/datasheets/partitioning.html.

Sanjay, A., Chaudhuri, S. and Narasayya, V. R. (2000). Automated selection of materialized views and indexes in Microsoft SQL server. in Proceedings of 26th International Conference on Very Large Data Bases (VLDB'2000), 496-505.

Sanjay, A., Chaudhuri, S. and  Narasayya, V. (2001). Materialized view and index selection tool for microsoft sql server 2000. in Proceedings International Conference on Management of Data (ACM SIGMOD).
Sanjay, A.,  Narasayya, V. and  Yang, B. (2004). Integrating vertical and horizontal partitioning into automated physical database design. Proceedings International Conference on Management of Data (ACM SIGMOD), 359-370.

Stockinger, K. (2000). Bitmap indices for speeding up high-dimensional data analysis. Proceedings International Conference Database and Expert Systems Applications (DEXA), 881-890. 

TERMS AND THEIR DEFINITION
Bitmap Index : consists of a collect of bitmap vectors each of which is created to represent each distinct value of the indexed column. A bit i in a bitmap vector, representing value x, is set to 1 if the record i in the indexed table contains x.

Cube : A multi-dimensional representation of data that can be viewed from different perspectives.

Dimension : A business perspective useful for analysing data. A dimension usually contains one or more hierarchies that can be used to drill up or down to different levels of detail

Dimension table : A table containing the data for one dimension within a star schema. The primary key is used to link to the fact table, and each level in the dimension has a corresponding field in the dimension table. 

Data warehouse : An integrated decision support database whose content is derived from the various operational databases. (1) A subject-oriented, integrated, time-variant, nonupdatable collection of data used in support of management decision-making processes. 

Fact table : The central table in a star schema, containing the basic facts or measures of interest. Dimension fields are also included (as foreign keys) to link to each dimension table.

Horizontal partitioning : Distributing the rows of a table into several separate tables.

Join Index : is built by translating restrictions on the column value of a dimension table to restrictions on a large fact table. The index is implemented using one of the two representations: row id or bitmap, depending on the cardinality of the indexed column.

Measure : A numeric value stored in a fact table or cube. Typical examples include sales value, sales volume, price, stock and headcount. 

Star schema : A simple database design in which dimensional data are separated from fact or event data. A dimensional model is another name for star schema.

Legacy data : is data that you already have and use. Most often, this takes the forms of records in an existing database on a system in current use. 
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